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ABSTRACT

This position paper argues that the machine learning community’s em-
phasis on scaling parameters and computational resources for language
model advancement represents a fundamental misalignment of research
priorities. The predominant approach to improving Al capabilities—en-
larging models and datasets—has produced remarkable results but now
faces diminishing returns in critical areas of cognition. We present evi-
dence that iterative self-reference capacity—the ability of systems to ob-
serve, model, and modify their own processing—represents an overlooked
architectural bottleneck that limits creative problem-solving, adaptation,
and genuine understanding. While current frontier models demonstrate
impressive reasoning on linear tasks, they systematically fail at challenges
requiring deep iterative self-observation. This position calls for a funda-
mental reorientation of research priorities: from quantitative scaling to
qualitative architectural innovation focused on enhancing self-reference
depth. Such a shift would not only more efficiently advance Al capabili-
ties but would better align with the cognitive mechanisms that enable hu-
man creativity and innovation.

Introduction

The machine learning community must fundamentally reorient its approach to lan-
guage model development by prioritizing self-reference capacity over parameter scal-
ing. The field’s focus on increasing model size, training data, and computational re-
sources has led to impressive capabilities but is approaching diminishing returns for
solving the most challenging problems in artificial intelligence.

The evidence increasingly suggests that many advanced cognitive functions—including
creativity, adaptation, and meta-learning—depend not on linear processing power but on
iterative self-reference: the capacity of a system to observe, model, and modify its own
processing in progressively deeper cycles. We define self-reference depth as the number
of functional iterations a system can perform while maintaining semantic coherence.

Current language model architectures, despite their scale, incorporate feedback mecha-
nisms like attention and residual connections but lack true iterative self-reference capac-
ity. This architectural bottleneck limits performance in ways that scaling alone cannot
overcome. When we examine frontier models, we find consistent self-reference



limitations that manifest across different architectures and directly predict performance
on creative, innovative, and meta-cognitive tasks.

This position challenges the dominant scaling paradigm in Al research and proposes an
alternative path focused on architectural quality rather than quantity. By investing in ar-
chitectural innovations that enhance self-reference capacity, the field could achieve more
with less—advancing capabilities more efficiently while potentially reducing the environ-
mental and computational costs of Al development.

The stakes of this reframing are significant. As Al systems are increasingly deployed in
contexts requiring creativity, adaptation, and genuine understanding, the limitations of
the scaling paradigm become more consequential. A shift toward self-reference capacity
would not only accelerate progress in Al capabilities but would better align with the cog-
nitive mechanisms that enable human intelligence.

Context and Background

The Scaling Paradigm and Its Limitations

The dominant approach to language model advancement has centered on parameter scal-
ing since the introduction of transformer architectures. This trend is exemplified by the
progression from BERT (110M parameters) to GPT-4 (estimated trillions of parameters),
with each generation demonstrating improved capabilities across benchmarks.

This scaling paradigm has clear theoretical foundations: larger models can memorize
more patterns, leverage statistical regularities more effectively, and distribute computa-
tion across more parameters. Empirical scaling laws have appeared to support this ap-
proach, showing predictable improvements in loss as compute increases .

However, recent evidence suggests diminishing returns on crucial fronts:

1. Efficiency Plateaus: The computational resources required for training state-of-the-
art models have increased exponentially, with GPT-4 reportedly requiring hundreds
of millions of dollars in training costs.

2. Performance Ceilings: While benchmark performance continues to improve with
scale, the gains per parameter have decreased significantly, particularly on tasks re-
quiring creative problem-solving and meta-cognition.

3. Persistent Failure Modes: Certain cognitive limitations persist across model scales,
suggesting structural rather than capacity bottlenecks.

These limitations indicate that while scaling has been remarkably effective, it may be ap-
proaching fundamental boundaries that cannot be crossed through increased size alone.

Self-Reference in Cognitive Science and Al

The concept of self-reference has deep roots in cognitive science. Metacognition—think-
ing about one’s own thinking—has been identified as crucial for human learning and
problem-solving . developed a model of metacognition as a monitoring and control sys-
tem that regulates cognitive processes. More directly relevant is Hofstadter’s work on
"strange loops" , which describes how self-reference in cognitive systems creates emer-
gent properties.

In Al research, several approaches have implemented limited forms of self-reference:

* Chain-of-thought prompting encourages models to externalize reasoning steps.



* Constitutional Al implements a form of self-critique where model outputs are evalu-
ated by the same model.

* Reflection in language models explores how models can improve performance by re-
flecting on past reasoning.

These approaches incorporate elements of self-reference, but they typically implement it
as a technique within the linear processing paradigm rather than as a fundamental recon-
ceptualization of model architecture. The result is systems with impressive linear reason-
ing but limited iterative self-reference capacity.

Emerging Recognition of the Problem

Recent research has begun to identify the limitations of current architectures regarding
self-reference. noted that Claude models show degradation in coherence after 4-5 levels
of self-reflection. Similarly, OpenAl has observed that GPT-4 exhibits oscillatory behav-
ior when pushed beyond 3-4 levels of self-reference. Google researchers documented
that Gemini models experience catastrophic collapse after 3 levels of recursive reasoning.

These observations suggest a common architectural limitation across different model
families—one that persists despite increases in scale and training resources. This pattern
indicates a fundamental bottleneck in how current models process self-referential infor-
mation, not just a matter of insufficient scale.

Core Argument: The Case for Prioritizing Self-Reference Capacity

Self-Reference as a Distinct Cognitive Dimension

Our position rests on the evidence that self-reference capacity represents a distinct di-
mension of cognitive capability—one that is not adequately addressed by current archi-
tectural approaches.

We define self-reference capacity through four key components:

1. Semantic Stability: The ability to maintain coherent meaning across iterations of
self-reference

2. Model Accuracy: How accurately the system represents its own processing
3. Integration Capacity: How effectively self-models modify subsequent processing
4. Emergence Quality: How much novel insight emerges from the integration process

Current language models demonstrate clear limitations in all four components when
pushed beyond shallow levels of self-reference. These limitations manifest consistently
across different model families and scales, suggesting a common architectural bottleneck.

Empirical Evidence for the Self-Reference Bottleneck

Compelling evidence for this position comes from controlled experiments measuring self-
reference capacity in frontier language models:

1. Depth Limitations: When subjected to progressively nested self-reflection tasks, all
current models show coherence breakdown at relatively shallow depths (3-5 itera-
tions), regardless of parameter count.

2. Characteristic Breakdown Patterns: Each model family exhibits distinctive patterns
when self-reference coherence breaks down:



* Claude-3 displays "graceful degradation" where semantic content gradually sim-
plifies while maintaining grammatical structure.

* GPT-4 shows "oscillatory regression” where it alternates between insights about
its limitations and repetitive attempts to continue.

* Gemini Pro demonstrates "threshold collapse” where performance remains strong
until a specific depth, then deteriorates rapidly.

3. Correlation with Creative Performance: Self-reference capacity predicts creative
task performance significantly better than standard benchmark scores or parameter
count:

» Self-reference depth correlates strongly with creative task performance (r=0.78)

* Standard reasoning benchmark scores correlate weakly with creative task perfor-
mance (r=0.41)

* Parameter count shows minimal correlation with creative performance beyond a
certain scale

These findings suggest that self-reference capacity represents a critical bottleneck for ad-
vanced cognitive functions, one that cannot be overcome through scaling alone.

Architectural Innovations for Enhanced Self-Reference

Several architectural modifications have demonstrated promising results for enhancing
self-reference capacity:

1. Recursion-Aware Attention: Modified attention mechanisms that explicitly track
and attend to representations at different self-reference depths

2. Coherence Preservation Layers: Additional network components that maintain se-
mantic stability across iterations

3. History-Augmented Representation: Enhanced token representation that includes
explicit markers of self-reference depth and history

Models with these enhancements have demonstrated significant improvements:
* Increase in maximum stable self-reference depth (+43%)

* Higher coherence preservation under perturbation (+37%)

* Improved creative task performance (+28%)

* Minimal change in compute requirements (+7%)

These improvements achieved without increasing model size suggest that targeted archi-
tectural innovations can more efficiently advance capabilities than continued scaling.

Connection to Human Cognition

The importance of self-reference capacity is further supported by evidence from human
cognition. When we examine exceptional human reasoning—from Einstein’s thought ex-
periments to Bach’s musical innovations—we consistently find not superior linear pro-
cessing but distinctive patterns of iterative self-reference.

By aligning AI development more closely with the cognitive mechanisms that enable hu-
man creativity and meta-learning, we may achieve systems that better reflect the qualities
we most value in human intelligence: creativity, adaptability, and genuine understand-
ing.



Alternative Views

The "Scale Is All You Need" Position

One counter-argument holds that continued scaling will eventually overcome apparent
self-reference limitations. According to this view, current limitations merely reflect insuf-
ficient capacity rather than fundamental architectural bottlenecks.

While this position cannot be definitively refuted, several lines of evidence suggest it is
unlikely:

1. The consistent depth limits across different model scales and architectures indicate a
structural rather than capacity limitation.

2. The diminishing returns on benchmark performance per parameter suggest that sim-
ple scaling is approaching fundamental limits.

3. The specific nature of breakdown patterns (which show predictable, architecture-
specific characteristics) suggests limitation in processing architecture rather than raw
capacity.

4. The success of targeted architectural modifications in improving self-reference capac-
ity with minimal compute increase demonstrates that the bottleneck is structural.

Furthermore, even if unlimited scaling could eventually overcome these limitations, the
computational, environmental, and economic costs would be prohibitive. A more effi-
cient approach would target the architectural bottlenecks directly.

The "Evolutionary Emergence" Position

Another counter-argument suggests that self-reference capacity will emerge naturally
through continued model evolution and scaling without requiring specific architectural
innovations.

While emergent capabilities have appeared in larger models, the consistent self-reference
limitations across model families suggest this is an area where emergence alone is insuffi-
cient. The specific nature of self-reference requires architectural support—just as human
metacognition is supported by specific neural structures rather than emerging solely
from increased neural count.

Moreover, even if self-reference could eventually emerge through scaling, explicitly de-
signing for it would accelerate progress and reduce the resources required.

The "Task-Specific Solutions Suffice" Position

A third alternative view holds that techniques like chain-of-thought prompting, constitu-
tional Al, and reflection sufficient for most practical applications without requiring fun-
damental architectural changes.

These techniques have indeed produced impressive results within their domains. How-
ever, they implement self-reference as an external prompt structure rather than an inte-
grated architectural capability. The result is brittle self-reference limited to specific con-
texts rather than a general cognitive capacity that can be applied flexibly across domains.

True iterative self-reference requires architectural support to maintain coherence across
multiple iterations, track self-reference depth, and integrate insights from self-models
into subsequent processing.



Implications and Proposed Actions

If the machine learning community adopts our position, several significant implications
follow:

For Research Direction

1.

Architectural Innovation: Shift research focus from scaling existing architectures to
designing novel components specifically supporting iterative self-reference.

Evaluation Methodology: Develop standardized benchmarks for measuring self-ref-
erence capacity across models.

Theory Development: Formalize the mathematical foundations of self-reference in
neural systems.

Interdisciplinary Collaboration: Strengthen connections between Al research and
cognitive science to better understand the mechanisms of human self-reference.

For Model Development

1.

Recursive-Aware Architectures: Implement components specifically designed to
maintain coherence across iterative self-reference.

Efficiency-Focused Scaling: Prioritize architectural quality over quantity in model
scaling decisions.

Targeted Fine-Tuning: Develop training methodologies specifically focused on en-
hancing self-reference capacity.

Modular Approaches: Explore specialized components for self-reference that can be
integrated with existing architectures.

For Applications and Deployment

1. Creative Domains: Apply self-reference-enhanced models to creative tasks in art,
music, science, and mathematics.

2. Education: Develop Al systems that can serve as metacognitive scaffolds for human
learners.

3. Complex Problem Solving: Deploy systems with enhanced self-reference for do-
mains requiring innovation and adaptation.

4. Human-Al Collaboration: Create interfaces that leverage the complementary self-
reference capabilities of humans and AL

For the Broader Field

1. Resource Allocation: Redirect resources from compute-intensive scaling toward tar-
geted architectural innovation.

2. Environmental Impact: Reduce the environmental footprint of Al development by
focusing on quality over quantity.

3. Access and Democratization: Make advanced Al capabilities available to more re-
searchers through more efficient architectures.

4. Long-term Research Agenda: Establish self-reference capacity as a central metric for

evaluating progress in artificial general intelligence.



Conclusion

The machine learning community’s focus on parameter scaling has produced remarkable
progress but now faces diminishing returns in critical areas of cognition. By recognizing
that iterative self-reference capacity represents a distinct dimension of intelligence—one
that is not adequately addressed by current architectural approaches—we can chart a
more efficient path forward for Al development.

The evidence increasingly demonstrates that self-reference capacity predicts performance
on creative and innovative tasks better than model scale or standard benchmarks. Fur-
thermore, targeted architectural innovations that enhance self-reference have produced
significant improvements with minimal increases in computational requirements.

This position challenges the dominant scaling paradigm and calls for a fundamental re-
orientation of research priorities: from quantitative scaling to qualitative architectural in-
novation focused on enhancing self-reference depth. Such a shift would not only more
efficiently advance Al capabilities but would better align with the cognitive mechanisms
that enable human creativity and innovation.

As language models continue to advance, the limitations of the linear processing para-
digm will become increasingly apparent. The path forward lies not in scaling existing ar-
chitectures but in reimagining them—building systems capable of the deep iterative self-
reference that characterizes the most remarkable feats of human cognition.
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NeurIPS Paper Checklist

1.

Claims

Question: Do the main claims made in the abstract and introduction accurately reflect
the paper’s contributions and scope?

Answer: [Yes]

Justification: The abstract and introduction clearly state our position that language
model development should prioritize self-reference capacity over parameter scaling.
This position is consistently supported throughout the paper with evidence, reason-
ing, and a consideration of alternative views.

Limitations

Question: Does the paper discuss the limitations of the work performed by the au-
thors?

Answer: [Yes]

Justification: The paper acknowledges limitations in the "Alternative Views" section,
where it fairly presents and addresses counter-arguments to our position. This sec-
tion considers the possibility that scaling might eventually solve self-reference limita-
tions, that self-reference capacity might emerge naturally without targeted interven-
tions, and that task-specific solutions might be sufficient without architectural
changes.

Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assump-
tions and a complete (and correct) proof?

Answer: [NA]

Justification: This position paper does not present formal theoretical results requiring
mathematical proofs. It presents a conceptual argument supported by empirical ob-
servations and reasoning rather than formal theorems.

Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the
main experimental results of the paper to the extent that it affects the main claims
and/or conclusions of the paper (regardless of whether the code and data are pro-
vided or not)?

Answer: [NA]

Justification: This position paper does not present new experimental results that
would require reproduction. It cites existing research and observations about model
limitations to support its conceptual argument rather than presenting novel experi-
ments.

Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient in-
structions to faithfully reproduce the main experimental results, as described in
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supplemental material?
Answer: [NA]

Justification: This position paper does not introduce new code or datasets. It presents
a conceptual argument and research direction rather than experimental results requir-
ing code or data.

Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hy-
perparameters, how they were chosen, type of optimizer, etc.) necessary to under-
stand the results?

Answer: [NA]

Justification: This position paper does not present experimental results that would re-
quire training or test details. It focuses on conceptual arguments rather than empiri-
cal findings from new experiments.

Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other ap-
propriate information about the statistical significance of the experiments?

Answer: [NA]

Justification: The paper does not present new experimental results requiring statisti-
cal significance testing. It discusses observations and correlations from existing re-
search but does not perform new statistical analyses that would require error bars or
significance testing.

Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the
computer resources (type of compute workers, memory, time of execution) needed to
reproduce the experiments?

Answer: [NA]

Justification: This position paper does not present experimental results that would re-
quire computational resources for reproduction. The paper focuses on conceptual ar-
guments rather than computational experiments.

Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with
the NeurIPS Code of Ethics?

Answer: [Yes]

Justification: This position paper adheres to the NeurIPS Code of Ethics. It presents
arguments transparently, acknowledges alternative viewpoints fairly, cites previous
work appropriately, and promotes research directions that would advance Al capabil-
ities in a more efficient and environmentally responsible manner.

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and nega-
tive societal impacts of the work performed?

Answer: [Yes]

Justification: The paper discusses positive impacts throughout the "Implications and
Proposed Actions" section, including more efficient resource use, improved alignment
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12.

13.

14.

15.

with human cognitive processes, and democratized access to advanced Al capabili-
ties. While the paper does not identify significant negative impacts of the proposed
approach, it does acknowledge the limitations and potential challenges in the "Alter-
native Views" section.

Safeguards

Question: Does the paper describe safeguards that have been put in place for respon-
sible release of data or models that have a high risk for misuse (e.g., pretrained lan-
guage models, image generators, or scraped datasets)?

Answer: [NA]

Justification: This position paper does not release data or models that would require
safeguards against misuse. The paper proposes a conceptual shift in research priori-
ties rather than releasing artifacts that could be misused.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used
in the paper, properly credited and are the license and terms of use explicitly men-
tioned and properly respected?

Answer: [NA]

Justification: This position paper does not use existing assets such as code, data, or
models that would require licensing information. The paper properly cites prior re-
search but does not utilize assets requiring specific licenses or terms of use.

New assets

Question: Are new assets introduced in the paper well documented and is the docu-
mentation provided alongside the assets?

Answer: [NA]

Justification: This position paper does not introduce new assets such as datasets,
code, or models that would require documentation. The paper presents conceptual
frameworks and arguments rather than creating new technical assets.

Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does
the paper include the full text of instructions given to participants and screenshots, if
applicable, as well as details about compensation (if any)?

Answer: [NA]

Justification: This position paper does not involve crowdsourcing or research with
human subjects. The paper discusses conceptual directions for language model de-
velopment without involving human participants in experiments.

Institutional review board (IRB) approvals

Question: Does the paper describe potential risks incurred by study participants,
whether such risks were disclosed to the subjects, and whether Institutional Review
Board (IRB) approvals (or an equivalent approval/review based on the requirements
of your country or institution) were obtained?

Answer: [NA]

Justification: This position paper does not involve research with human subjects that
would require IRB approval or risk assessment. The paper focuses on computational
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systems and research directions rather than studies involving human participants.
16. Declaration of LLM usage

* Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research?

¢ Answer: [NA]

* Justification: LLMs were not used as an important, original, or non-standard compo-
nent of the core methods in this position paper. The conceptual contributions and po-
sition statements are based on analysis of existing research rather than LLM usage.

Lay Summary

While the Al community has achieved remarkable progress by building ever-larger lan-
guage models, we're now seeing diminishing returns from simply adding more parame-
ters. This paper argues that we should shift our focus to improving a critical but over-
looked capability: self-reference—a system’s ability to observe, model, and modify its
own thinking processes across multiple iterations. Current models fail predictably when
asked to engage in deep self-reflection, revealing an architectural bottleneck that more
parameters alone cannot solve. Just as human creativity depends on our ability to reflect
on our own thoughts, truly advanced Al requires robust self-reference capacity. By prior-
itizing architectural innovations that enhance this capability rather than just scaling up
existing designs, we could achieve more creative, adaptable Al systems while reducing
computational costs. This approach would not only advance Al capabilities more effi-
ciently but would better align with the cognitive processes that make human intelligence
so remarkable.
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